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ABSTRACT 
Stakeholders in the domain of Enterprise IT Management are 

required to improve qualitative operating levels of the Information 

System (IS) services, regardless of business and environmental 

variations.  Evolving IS requires real-time view of the service 

centric modeled topology, including relationships between IT 

elements instrumented by different management technologies, as 

well as visibility on service characteristics tailored to different 

stakeholders in the organization.  It is suggested that one should 

employ iterative, incremental progression immediately followed 

by a validation phase, agile style, in order to deliver stable 

evolution and rapid change while minimizing risk and maintaining 

quality.  We propose a method and supporting tools for 

performing agile change management of the IS structure, to 

improve quality levels according to service level objectives.  The 

presented Service Availability Manager tool demonstrates 

modeling and control capabilities, providing “hands-on” change 

management of the IS architecture with a real-time feedback loop 

for rapid verification.   

 

Categories and Subject Descriptors 

H.1 models and principles, D.2.11 Software Architectures: 

Domain-specific architectures,  D.2.9 Management -Software 

configuration management, Software quality assurance (SQA), 

K.6.4 System Management, K.6.1 Project and People 

Management  - Systems analysis and design 

General Terms 

Measurement, Design, Reliability, Verification. 

Keywords 

Agile, Refactoring, Services, Modeling, Architecture, Evolution. 

 

1. INTRODUCTION 
In the domain of Enterprise IT Management [3], the IT Managers 

and their Chief Information Officer (CIO) are required to maintain 

qualitative operating levels of the Information Systems (IS) and 

IT services. The correct form to achieve this is to evolve and 

adapt the production IT infrastructure to the business IS needs. 

Applying a service-centric modeling and monitoring approach 

that provides measurable quality levels using Key Performance 

Indicators (KPI), might provide an answer.  

Many quality attributes of these information systems (IS) 

services relate to the deployment and run-time characteristics of 

the provided service.  The deployed services are required to 

maintain their functionality while adapting to environmental 

factors, such as network fluctuations, changeable load, and servers 

malfunction. 

In structural and modeling terms, a deployed service is 

comprised of several underlying services or Configuration Items 

(CIs), occupying multiple management domains and therefore 

instrumented by different management technologies, each 

contributing a partial set of the capabilities and relative quality 

attributes to the provided service. 

Evolving and restructuring in the context of re-engineering 

provide examination and alteration of a subject system and 

reconstitutes it in a new form with subsequent implementation [1].  

Moreover, in agile approaches, it is known that prioritizing work 

tasks is crucial to the concept of iterative development, including 

change management and crisis situations [2] [5]. Namely, 

knowing what to change first, based on importance, and what will 

be the outcome of that change. 

Moreover, agile development life cycle approaches focus on a 

reduced set of deliverables (design, implementation, test, deploy) 

associated with a larger task by using incremental advancement, 

with correcting iterations if needed. Validation and verification of 

the modification is a crucial phase, providing a real-time 

understanding of the changes applied. 

We postulate that the same approach of agility (lean and 

accurate documentation, and “hands-on” understanding of task‟s 

prioritizations) that applies to Software Engineering is relevant to 

Information System Engineering, in which there is a need to re-

construct and improve the structure of services, thus requiring the 

same type of “hands-on” tool to verify and validate the changes.  

The refactoring and evolution centric procedure in software 

engineering is aimed at improving design and code in existing 

systems [4] [6]. The basic concept of the procedure is to preserve 

the behavior of the system while manipulating its structure to 

improve its quality according to specific measures.   Re-

engineering services in the domain of IS therefore implies 

maintaining their quality attributes, and requires an up-to-date 

understanding of the system real-time status as well.  

In order to maintain quality levels, namely, “keeping the lights 

on” for the IS services in real-time, or in cases where capacity 

improvements and load adjustments is of need, several issues 

should be addressed: 

1. How can we maintain an accurate understanding of 

whether the system re-engineering and evolution is 

improving the overall quality of the service from 

multiple domain and multiple role dimensions? 

2. How can we perform a change and have rapid feedback 

on its success in an “Agile like” manner? 

 

In this paper, we present our work on the Service Availability 

Manager (SAM)  Tool, with “hands-on” visibility of deployed 
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services, changes in their structure, and aggregated health and 

quality status originating from multiple sources.  In addition, we 

present an agile methodology for re-engineering running systems, 

integrated with live testing and measurements of the quality of the 

change.  

The Service Availability Manager (SAM) tool enables the 

definition and refactoring of IT services, by unifying the 

management of the elements that comprise the service (the 

supporting CIs).  These CIs may span all management domains 

and layers of the IT stack, but must be aggregated into a single, 

unified service model if a true understanding of critical factors 

such as service quality and risk can be achieved. 

Section 2 of this paper presents SAM and its agility aspects in 

terms of service quality validation. Section 3 provides an 

illustration of an agile approach for re-engineering. Section 4 

discusses the merits of our approach as well as future directions, 

and concludes in section 5 with the overall value of the tool and 

method approach. 

2. SERVICE AVAILABILITY MANAGER 

TOOL, AND ITS AGILITY ASPECTS 
In the domain of IT, A service is comprised of the contributing 

CIs and bi-directional relationships between them.  Moreover, the 

supporting CIs may be part of several services, providing many-

to-many associations in constructing a topological tree. Figure F-1 

exemplifies the structure of an Electronic Medical Records service 

with its underlying IT infrastructure CIs as well as another logical 

group of two services: Medical Records Physician and Medical 

Records Patient services.  The infrastructure virtual group is 

comprised of a storage system and two servers, while Medical 

Records Physician and Medical Records Patient services 

aggregate measures of end-user experience with Electronic 

Medical Records application from the perspective of physicians 

and patients. 

Service quality improvement requires visibility into the service 

measured attributes, accumulated and presented over time. 

Furthermore, the relevant risk associated with that service is 

important for understanding potential future degradation in the 

service quality.  Thus, ensuring quality attributes of IS services 

requires run-time measurement and monitoring of the quality and 

risk attribute metrics. As an example, consider the case where a CI 

is a logical IT service, such as Credit Card Validation, comprised 

of a business process that uses mail servers, a web server and 

database servers for fulfilling the process.  The overall 

performance metric of the Credit Card IT Service is the 

accumulative sum of the separate transactions on each server. The 

overall malfunctioning (risk) metric is the number of reported 

requests for repair (service request). The operational needs of IT 

managers involve the reduction of the number of malfunctions and 

an increase in the IT service performance, according to a preset 

threshold.  Thus, the KPIs will be the number of aggregated 

support calls from these CIs, as well as aggregated performance 

duration for each service call, combined with associated 

thresholds. 

As displayed in figure F-2, SAM provides a single-pane-of-

glass view of the enterprise from a service perspective, by 

presenting a centralized management view of alarms from 

multiple sources, with prioritization of these alarms based on 

service impact. Moreover, SAM presents the users with a real-

time view of service quality and the associated risk introduced by 

problems in the supporting IT infrastructure. 

 

Figure F-1: Electronic Medical Records service and its underlying structure 

A unified extended service model can provide different 

stakeholders with the key information they need to make the right 

decisions for the business. Figure F-3 represents the service 

owners and business executives that are interested in reports and 

dashboards, the customers and consumers that are interested in 

geographical location and general high-level information related 

to the services, as well as IT operations‟ personnel who structure 

the service model associations, and monitor and maintain its 

health status. 

Namely, for each service there are many perspectives.  

Modeling of the services is aimed at aggregating the combined 

infrastructure and composite services with application 

performance monitoring. When an alarm (event that notifies a 

critical metric reached its pre-defined threshold) is received, it is 

analyzed according to the modeled services and relatively affects 

the overall metrics (shown in figure F-4). This model-based 

impact analysis distinguishes between problems indicating 

degradation of service quality and problems that increase the risk 

of service delivery. 
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Figure F-2: A service topology model and repository of services 

The major KPI presented in SAM are Priority, Health, 

Quality, Risk, and Availability. The calculation method of these 

attributes is as follows: 

Priority: This is assigned by the owner of the service model 

according to the relative importance of the service to the business 

or other services. Understanding how critical a service is to the 

business will help to determine the prioritization of alarms that 

affect that service. 

Quality: A measure of the end-user or (IT) consumer 

experience in using a service. Examples of quality metrics include 

the transaction time associated with completing a key user task 

such as logging on to the system, or the number of service desk 

incidents (calls) raised against the service relative to the usual 

baseline (normal system operation). In order to prescribe meaning 

to a given metric, it is typically associated with a threshold. For 

example, if the number of active incidents associated with a 

service exceeds 100, the service is considered to be delivering 

degraded quality. 

Risk: A measure of the extent to which the problems currently 

associated with the IT infrastructure impact the overall likelihood 

that required service quality levels can be delivered. In essence, as 

elements of IT encounter problems, this increases the risk that 

service quality will degrade. Due to typical IT risk-mitigation 

measures such as redundancy, fault tolerance and high 

availability, faults in the IT infrastructure may not directly result 

in degradation in service quality, but they will result in an 

increased risk to delivering that quality over time.  For example, 

in a server farm consisting of 10 servers supporting an online 

application, if 25% of the servers are unavailable the service may 

be considered at risk of being moderately degraded. If 50% are 

unavailable, the service may be considered at risk of being 

severely degraded.  Naturally, if 100% are unavailable, the risk of 

a service outage is extremely high. 

Health: Health is a reflection of the worst state currently held 

by either Quality or Risk, and gives a high-level summary of the 

service health according to those metrics. For example, if service 

quality is currently normal, but the service is at risk of severe 

degradation, health will reflect a severely degraded status. 

Availability: Availability is an abstracted, time-series measure 

of service uptime and downtime based on the health of the 

service.  For example, a severely degraded service may be 

considered to all practical purposes unavailable, even though it is 

partially active, and if it held that status (or worse) for 12 of the 

last 24 hours, availability would show as 50% for that period. 

Quality and Risk would typically have a reciprocal 

relationship, working on the assumption that as the risk to 

delivering service quality increases, the service quality itself will 

begin to decrease. 

For each of the managed and modeled services, SAM provides 

a series of reports providing an historical perspective on factors 

relevant to sustaining service quality or reducing risk.  For 

example, reports include the top 10 problematic services and their 

relative status, availability for the last 24 hours, quality or risk for 

the last month, and so on. As such, SAM can perform trend 

analysis across these metrics, and identify deviations in trends 

through comparisons across reports. 
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Figure F-3: Many perspectives that constitutes quality and usability of an aggregate service 

 

 

Figure F-4: An overall aggregated services quality, risk and health attributes, including drill down capabilities. 

 

3. AGILE METHODOLOGY FOR 

SERVICE RE-CONSTRUCTION 
Verification is achieved by monitoring the condition and 

health of each of the underlying systems that contribute to the 

service under change. Figure F-5, presents the managed elements 

contributing to service delivery that can be re-engineered in order 

to improve performance. It includes applications, databases, 

systems and the network. The alarm and performance output of 

the associated domain management tools are aggregated and 

analyzed within SAM. It is done so according to the metrics 

defined previously and compared to the strategic goals and 

operating level objectives set by the IT department managers. 

SAM therefore provides the key ingredients to supporting 

agility within the context of IS re-engineering. Specifically, for 

the design and testing phases, as well as continuous quality 

verification that might identify a requirement to fix existing 

structures. 

Below, we structure the agility phases of IS re-engineering, 

and their execution using the Service Availability Management 

tool and other ITIL [9] implementation tools. 



 

Figure F-5: Infrastructure information propagated into Service Availability Management (from [10])  

Our proposed agile IS re-engineering phases are: 

1. Pre stage 

1.1. Initially design the service model and its underlying 

CIs or sub services, either:  

1.1.1. Within and using the modeling capabilities 

typically provided with a Configuration 

Management Database (CMDB) [11] solution, 

such as the service modeler, and import into 

SAM; or, 

1.1.2. Directly within SAM using the SAM Service 

Modeler. 

1.2. Instrument the service using infrastructure and 

application management tools. By virtue of their 

integration into SAM, aggregate the health, availability 

and performance metrics from each of these tools to 

obtain a real-time unified cross-domain perspective on 

the service. 

2. Test to obtain a current baseline 

2.1. Evaluate the current qualitative status of the service by 

sampling across the prescribed Key Performance 

Indicator (KPI) metrics such as Quality, Risk and 

Availability for a given time period (a minimum of one 

week is recommended and ideally longer to ensure all 

usage patterns are captured). Visualize the KPIs in real 

time within the SAM Service Dashboards and over 

time within the SAM Service Reports to provide the 

critical historical perspective. 

3. Design 

3.1. Detect and define a performance goal for improvement, 

by comparing the status to the defined needs according 

to the overall IT strategy. For example leveraging 

SAM‟s ability to report on the highest service 

impacting CIs over a given time period. Thus, identify 

serial offenders that may reflect chronic problems such 

as inadequate capacity, bad configuration, poorly 

implemented fault-tolerance or an intermittent but 

persistent fault condition on a component. 

3.2. Construct an alternative design by either restructuring 

the existing service to provide an alternative or refined 

structure, or add additional capabilities (such as 

increased capacity within a cluster or server farm, or an 

upgraded version of an existing CI). This is achieved 

using the same modeling and reporting capabilities 

outlined within section 1.1. 

3.3. Define the strategic roadmap for the major change, and 

design an internal change (an increment). 

4. Implementation 

4.1. Issue a request for change either automatically, using a 

tool such as Data Center Automation [8], or Change 

and Configuration Management [7] or using a request 

for change using the organization tools such as Service 

Desk [12]. 

4.2. Implement the change within the IT Operations 

department. 

4.3. Instrument the new elements of the service model 

5. Verification  

5.1. Leveraging a change verification or auditing tool, 

confirm that the change was successfully implemented.  

5.2. Take a baseline snapshot of the service configuration to 

enable change detection and to ensure no future 

unplanned or unauthorized change could result in 

degraded service performance. 

6. Quality Test 

6.1. Test the new service quality attributes within SAM, 

and generate a matching report. 

7. Change Evaluation 

7.1. Compare the KPI data gathered for the altered service 

with that gathered for its previous iteration to confirm 

the continuous quality improvement has been achieved. 

7.2. Where it has not, conduct root-cause analysis 

leveraging SAM to identify the underlying cause. 

8. Evolve 

8.1. Iterate to fix a negative change, by going back to step 

3.2., and re-align the design. If the design is inherently 

wrong, presumably the goals are not met.  Thus, re-

evaluation of the goals is required by stepping back to 

phase 1.1 

8.2. Or, increment the changes, and start another change, by 

going back to step 3.3, for the same strategic solution. 

9. Closure 



9.1. If all the internal evolutions were concluded, move to 

the next strategic change, to step number 1. 

 

An example use case for the agile process outlined above 

might be in the case of Datacenter consolidation. In large 

organizations where mergers and acquisitions generate a active 

environment, this can result in redundant and duplicate service 

offerings across the newly combined organizational structure. 

Understanding which of the duplicate services is delivering at the 

highest quality and lowest risk will be critical to supporting the 

decision about which elements of each organization should be 

carried forward into the new organization. Furthermore, to 

accommodate pressures for cost reduction, increased capacity and 

geographic consolidation that typically emerge in such an 

environment, change must be executed rapidly while continuing 

to deliver service quality. The agile approach to delivering small, 

incremental changes, testing and validating that an improvement 

was achieved (for example, in increased capacity with no 

reduction in quality), would therefore seem a logical fit for this 

scenario. 

 

4. DISCUSSION 
The agile process for evolving enterprise IT infrastructure and 

associated IS services outlined herein can help to dramatically 

reduce the risk to making changes to critical IT services. It is done 

by building on an existing, mature architecture, and by 

understanding the impact of each change (on either Quality or 

Risk) before progressing to the next. The alternative, wholesale, 

„big bang‟ approach to IT change can lead to significant problems 

with little opportunity to perform root-cause analysis and realize 

which element of the change had the biggest impact. Furthermore, 

the agile approach ensures that existing investments are preserved 

and extended by ensuring maximum capacity utilization prior to 

introducing additional infrastructure and ultimately more 

complexity into the system. 

A fundamental requirement to support the agile process is the 

ability to quantify the Quality and Risk levels associated with an 

IS service.  

An IS Service is an abstract, aggregate entity effectively delivered 

across all layers of the IT stack (including network, systems, 

database and application), and therefore understanding the Quality 

and Risk metrics for a service requires a unification and analysis 

of data from multiple infrastructure management technologies 

spanning multiple management domains.  Any model-driven 

approach to an IS Service must accommodate the relative 

contributions of the underpinning IT infrastructure to delivering 

the service through some form of significance or weighing.  A 

single Configuration Item (CI) may serve a different function in 

each service it supports, or may provide the same function but 

with relatively more or less importance to the overall service 

quality or risk.  Thus, a performance or fault condition associated 

with a single CI may have more or less impact on service Quality 

or Risk than other CIs within the same service, or the same CI 

within multiple services. 

Service Management is not a single-role function since the 

decision to implement change spans multiple parts of the 

organization.  The information required by any given decision 

maker will vary according to their role, and in essence each role 

will have a unique perspective on the target service.  Any solution 

that supports an Agile engineering process will therefore need to 

provide the right information to the right people in the right 

format. 

Planning, executing and validating IS Service change is therefore 

a multiple dimensional process spanning all layers of the IT Stack 

and all levels of the organization.   

The panacea for delivering cost effective, rapid, and lower risk 

change would be to fully automate the change implementation 

process through additional tools that will manifest the design, 

provision the change, and verify execution. Significant strides 

have been made in this area through the evolution of Datacenter 

automation technologies. Although outside the scope of this 

paper, it is anticipated that any organization looking to adopt the 

Agile re-engineering of IS services process would benefit from 

the adoption of this technology, which is likely to yield rapid 

process maturity gains while reducing the cost of change 

execution within the datacenter. 

5. CONCLUSION 

In this paper, we presented the Agile re-engineering of 

Information Systems services process and described the use of the 

Service Availability Manager (SAM) modeling and monitoring 

tool in support of this method.  The approach we outlined is an 

adaptation of the existing R&D approach to agile development 

encapsulating the central tenets of short, rapid cycles of change 

followed by an immediate validation phase.  The assertion is that 

this will result in incremental changes within the IT infrastructure 

to yield quantifiable IS Service quality improvements. 

The approach to modeling the IS Services is implemented within 

SAM, by unifying the management data for IT infrastructure 

elements under a common service definition.  These elements 

originate from multiple sources spanning multiple management 

domains, and provide the critical visibility of aggregated service 

quality and risk levels.  This approach is required in order to 

establish performance as well as verify improvements over each 

incremental change and a necessity for the agile method to be 

successful. 

The combination of method and tools enables us to maintain 

quality levels while performing architectural evolutionary changes 

in the IT infrastructure.  One can design the service structure, 

measure its non-functional performance in terms of health, risk, 

quality and availability, and thus have constant “hands-on” 

control over the system status. Following each incremental agile 

change, the new structured service is evaluated and compared 

with the previous state of the service, triggering architectural 

evolution, or a need for additional change. 

This comparison establishes the cardinal need of testing a system 

according to the same criteria, as applied in refactoring 

methodologies. One would expect an improvement of the non-

functional attributes of the service and increasing levels of quality, 

prior to progressing to the next incremental change of the overall 

system.  

The datacenter consolidation use-case manifests the utilization of 

such an approach, in which the overall changes conducted in a 

production environment, where “keeping the lights on” is a 

fundamental need. 
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